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Problem A. View
Subtask 2
Individually calculate the view from each tower in the straightforward manner. Specifically, for each tower
i, set j to i− 1, and then decrement j until tower j has height greater than or equal to tower i - then the
view on the left of i is i− j − 1. Similarly set k to i+ 1 and increment k until tower k has height greater
than or equal to tower i - then the view on the right of i is k− i− 1. Then the view of tower i is the sum
of the left and right views, giving k − j − 2 (and just make sure to account for the infinite/semi infinite
cases too).

Note this runs in O(N2), so we can see with N ≤ 5000 this is sure to run in time.

Subtask 3
Here the heights of towers are increasing. So for each tower (except the last), the view on the right is 0.
Then for tower i, if tower i − 1 has smaller height, then the view of tower i is semi infinite, otherwise
tower i− 1 has equal height, and tower i has a view of 0. For the last tower, if it has the greatest height
of all towers, it has infinite view. Otherwise, it has semi infinite view.

Subtasks 4-6
There were a few different ways to approach this. Some fast O(N logN) solutions can manage the full
problem, but there are also O(N) solutions.

One idea is to process the towers from least height to greatest height. Then when you process a tower, you
know it’s taller than all of the towers that have been processed so far (except for the ones of equal height),
so when you calculate the view, you can skip over towers that have already been processed (through use
of “pointers” to the left and right, which point over towers that have been processed - you update these
as you go along).

Problem B. Keep Calm and Maintain Social Distancing

Solution 1: We model the problem as a graph containing N vertices and M edges. Note the important
condition that the degree of each vertex is at most 2. Considering each connected component separately,
we easily observe that this just means that only possible components are paths and cycles. This simplifies
the problem considerably. 1

First, we can create a list of all paths and cycles by doing a standard linear search through all vertices
(something similar to flood-fill for example). Any component with only deg 2 vertices must be a cycle,
and any other component is a path.

Next, we can greedily allocate the K chosen points to separate connected components. We keep track of
both the size si of each component as well as the number of points pi allocated so far to each component.
Let the number of components be C. If K ≤ C, then clearly the answer is infinite. Otherwise, once all
C components have a point, we choose the one which will yield the next greatest gap between points,
depending on whether it’s a path or cycle.

Observe that if pi points are allocated to a path of size si, then the maximal possible distance between the
points in that path is

⌊
si−1
pi−1

⌋
. Likewise, if pi points are allocated to a cycle of size si, then the maximal

possible distance between the points in that cycle is
⌊
si
pi

⌋
.

1In fact, the problem would otherwise be NP-hard.
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Simply keeping a list of these values, whilst updating them when adding a point, and greedily choosing the
optimal one for each of the K points yields a O(KC) solution. Alternatively, keeping a priority queue to
more efficiently choose the best component yields a O(K logC) time solution (with O(N) pre-processing).

Solution 2: One could also binary search on the optimal maximal distance. After doing the same O(N)
pre-processing above to separate the components into paths and cycles, one can guess some maximal
distance d′, and then optimally “fill out” the graph with as many points as possible, ensuring that no
point has distance less than d′ from another point. This can efficiently be done in O(C) time. If one can
allocate at least K points, then true optimal maximal distance is at least d′, otherwise it must be less
than d′.

Note that if K > C, then an upper bound for the maximal distance is N . Thus, binary searching on the
answer yields a O(C logN) solution.

One can make an even further optimisation (not required to obtain 100%) by noting that the calculation
done above by each component is only required to be done once for each component of distinct size. Since
there are at most O(

√
N) components of distinct size, this yields a linear time O(N) solution.

Subtask Solutions:

1. N ≤ 15: Simply brute force every subset of the N vertices. Can then use a BFS to verify optimal
minimal distance. Runs in O(N2 · 2N ) time.

2. K = 2. This is simply finding the diameter of the graph. This can be done in O(N2) time for an
arbitrary graph, but in the case of only paths and cycles, a simple ad hoc solution can be done.

3. Degrees at most 1: Graph consist of just isolated vertices and isolated edges (components of size
2). Again, a simple ad hoc solution can solve this without much trouble.

4. Degrees exactly 2, and 1 connected component: Graph is just one big cycle. Again, easy to
come up with simple ad hoc solution.

5. Degrees exactly 2: Graph only consists of cycles. This can simplify the model solution a bit,
since one doesn’t have to worry about the path case, and thus doesn’t need to keep track of the
endpoints of paths.

6. N ≤ 100: Any algorithm that uses O(N3) pre-processing (like FW to calculate all pairs shortest
paths).

7. N ≤ 5000. Any O(N2) algorithm. E.g. using a BFS on each node to pre-process the calculation of
distances, and/or implementing the first model solution but without a priority queue, and/or second
model solution but without binary search.

Problem C. Arrangement
Greedy approach:

For optimisation problems like these, a greedy approach can usually get you a lot of points. In this case,
the problem is also output only, so you don’t need to worry as much about efficiency. In this case, there
was an O(CN2M2) greedy approach which would get you about 60-80% of the points for most testcases:
Loop through the cells of the restaurant one by one. At each iteration of this loop, place a table if you
can. Run a BFS to check that all tables are still reachable. If not, remove this placed table (and either
try a different table, or move on to the next cell).
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There are many variations of the greedy solution that can be implemented. One simple variation is to
additionally check at iteration that, not only are all tables accessible, but all empty cells which were
accessible at the beginning are still accessible (in other words, if the empty cells are considered on their
own as a graph, then the number of connected components remains constant). This prevents placing a
table which would otherwise disconnect a large region of the restaurant (for example, the lower left region
of test 6).

Other variants included prioritising the bigger table types. (i.e. first greedily place the largest allowed
table type everywhere possible, then greedily place the next largest everywhere possible etc.) This seems
to perform significantly better than the previous two versions on the last three test cases.

Another approach would be to randomise the order of table placements, and/or the priority of table
types, run these solutions several times over (for as long as you have time), and then simply submit the
most optimal solutions obtained.

Recursive backtracking:

One alternate approach which at first doesn’t seem very feasible is to implement a recursive backtracking
solution. This is essentially a brute force which is guaranteed to obtain the best solution, but rather
eliminates solutions as soon as the algorithm determines that some partially filled placement cannot be
completed to a full solution, and thus often runs significantly faster than brute force.

Unfortunately, this still runs very slow on any test cases larger than around 5× 5. However, one practical
solution is to partition the bigger test cases into smaller 5× 5 grids, then run the backtracking algorithm
on each partition. This almost always performs moderately better than the greedy solutions by around
10% to 15% more cell coverage.

Local optimisation:

Finally, a very useful strategy which can significantly improve upon existing solutions is local optimisation.
This involves considering the set of all possible table placements as a graph, and then “placing an edge”
between solutions if you can get from the one to the other by either adding or removing a single table.
Thus, given a specific table placement, one therefore aims to find a more locally optimal solution by
attempting to removing a small number of tables, and then running the backtracking algorithm to most
optimally fill out the remaining space.

We call a solution n-optimised if any more optimal solution requires removing more than n tables. We
can therefore easily locally optimise all candidate solutions for all test cases (obtained by initially running
the greedy algorithm, for example) to one which is 1-optimised. Furthermore, for small test cases such as
test 6, it’s possible to locally optimise to a 5-optimised solution within the practical time constraints of
the contest.2

Solutions for specific test cases:

For input 1, an optimal solution can be found by eye, and then just write a program to write the table
placements.

For example, the optimal solution for a 17× 17 grid is the following:
2Or even 6-optimised if you’ve got time to run it for a couple of hours
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where a red block denotes a 1× 1 table and a white block denotes an empty cell. Extending this solution
in the obvious way gives the optimal L = 6338 solution for the input 1.

For input 3, a similar strategy for test 1 can be implemented, but instead using the L-type tables, as
shown below for a 23× 23 grid:

Doing this optimally for a 100× 100 grid yields an L value of L = 7556.

For input 4, the restaurant consists of equivalent “rooms”. So you can code a brute force to find the
best possible placement of tables in one room, or construct a reasonable placement by hand, and then
propagate this solution to the other rooms.

Don’t forget, you can also fill out the remaining hallways that are not used with table types 6 and 7.

Input 5 has a similar symmetry.

Input 6 is small, so a slightly optimised brute force can (near) solve it.
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Another strategy for the more general cases is breaking the restaurant up into smaller rectangles of cells,
and optimising each rectangle, while ensuring there is a path between all rectangles.

Subproblem: How to determine if one can place a table of type t at position (x, y)?

The simple näıve solution would just be to run a O(NM) BFS from the door and check that all currently
placed tables are still accessible. This will mostly run fast enough on the small testcases, however for test
cases larger than 100 × 100, this can easily take longer an hour, and thus some optimisations need to
instead be made.

A more practical solution would be the following: First check that all cells which the table covers are
empty. Next, determine which tables are adjacent to table t, and for each adjacent table s, verify that
there exists at least one cell adjacent to s which is empty. Then, make a list of all empty adjacent cells to t,
and check that all these cells are connected. If so, this would ensure the number of connected components
(for empty cells) remains constant, and thus all tables are still accessible.

Doing a BFS from one of the adjacent cells to the remaining adjacent cells therefore, in a rough sense,
keeps the graph traversal “local” and thus often runs a lot faster in practice (although can still be O(NM)
worst case).

Some further optimisations include running a best first search instead of a standard breadth first search.
This is similar to a usual BFS traversal but instead you prioritise the cells which are closest to the goal
node (in our case, the table t itself), so one therefore uses a priority queue instead of a normal queue. In
practice, the extra log(N) factor introduced by the priority queue is easily outdone by the savings in time
one gets by reaching the goals nodes faster.

For the largest test cases, this can still easily take up to an hour to run, and thus in practice one would
probably need to limit the best-first-search to only around the first 100 cells it finds. If not all the adjacent
cells can be reached by then, we simply return that it’s not possible to place the table.

Finally, one could in theory implement a fully dynamic graph, which can determine connectivity of a
graph in polylogarithmic time and which supports both the insertion and removal of edges. 3 However,
this is far beyond what would be expected in a contest situation (and all K-values were pre-determined
using only the best-first-search optimisation).

3For those interested, there’s a paper here: https://www.cs.princeton.edu/courses/archive/spr10/cos423/handouts/NearOpt.pdf
, which goes in detail through an implementation of a fully dynamic graph with O(logN/ log log logN) queries and
O(logN(log logN)3) updates. Note that if only the insertion of edges is required, then this is solved by a simple union-find.
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